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Abstract

Zernike moments have mathematical properties, make them ideal image fea-

tures to be used as shape descriptors in shape classification problems. They have

rotational invariant properties and could be made to be scale and translational

invariant as well. However, many factors need to be considered to apply Zernike

Moments correctly. In this paper I will show some techniques, which could be used

to optimally use Zernike Moments as a descriptor, the results of these techniques

proved to be up to 100 % accurate in some cases of the experimentation.
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1 Introduction

Moments have been used in image processing and classification type problems since Hu

introduced them in his groundbreaking publication on moment invariants [4]. Hu used

geometric moments and showed that they can be made to be translation and scale in-

variant. Since then more powerful moment techniques have been developed. A notable

example is Teague’s work on Zernike Moments (ZM); he was the first to use the Zernike

polynomials (ZP) as basis functions for the moments [6]. ZM’s have been used in a mul-

titude of applications with great success and some with 99% classification accuracy [1].

The use of ZP’s as a basis function is theoretically beneficial because they are orthogonal

polynomials which allows for maximum separation of data points, given that it reduces

information redundancy between the moments. Their orthogonal properties make them

simpler to use during the reconstruction process as well. Furthermore, the magnitude

of ZM’s are rotationally invariant, which is crucial for certain image processing applica-

tions, such as classifying shapes that are not aligned. The breakdown of this paper is

as follows. Section 2 introduces standard geometric moments and their application in

achieving rotational and translational invariance of the images. Section 3 defines Zernike

polynomials and Zernike moments. Section 4 explains the rotational invariant properties

of the magnitudes of Zernike moments. Section 5 discusses how to achieve reconstruction

from Zernike moments. Furthermore, it describes how to use these reconstructions to ap-

ply weights on these moments so as to make the moments which capture the most amount

of information about the image contribute the most amount of ’votes’ for the classifica-

tion. Section 6 gives a description of the experiments used to test the un-supervised

classification accuracy of Zernike moment feature vectors. In Section 7 we will present

our conclusion of our results, and our justification for why these results should be used in

applicable image classification problems. Finally, In Section 8 a brief overview of future

research is presented.
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2 Geometric Moments

Moments are common in statistics and physics, however they are often referred to as

variance or mean. They were first applied as a way to describe images by Hu in [4].

In his work Hu proved that each irradiance function f(x, y) (or image) has a one-to-

one correspondence to a unique set of moments and vice versa. A geometric moment is

defined to be:

mp,q(x, y) =

∫ ∞
−∞

∫ ∞
−∞

xpyqf(x, y) dxdy (1)

The usefulness of these moments in our application is that they are used to pre-process

images in order to make their features invariant to scale and translation transformations.

To achieve scale invariance our images have the same predetermined area A, which can

be computed by m00. The centroid is computed by taking the quotient of the first order

moment by the zeroth order moment. Specifically,

x̄ =
m10

m00

, ȳ =
m01

m00

(2)

The moments that are computed with their centroid being about the origin are called

central moments and are denoted by µpq.

µp,q(x, y) =

∫ ∞
−∞

∫ ∞
−∞

(x− x̄)p(y − ȳ)qf(x, y) dxdy (3)

Central moments are more often used because they allow one to interpret moments

as deviations from the centroid. For instance, if an image has a large negative 3rd order

central moment one can say that the image is skewed to the left. Another reason is

that computing moments about their centroid makes the moments translation invariant.

Furthermore, larger order moments capture information that is farther away from the

origin it makes sense that if you get a large negative value for a 3rd order central moment
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it means that a large portion of the image lies to the left of the y-axis meaning that

the image is skewed to the right. Such interpretations of moment are common amongst

fields such as statistics and 3rd order central moments actually have a formal definition

of being the skewness of a distribution. The skewness in the x and y direction are defined

as follows:

Skx =
µ30

µ
3/2
20

, Sky =
µ03

µ
3/2
02

(4)

For the application of geometrical moments in recognition schemes Hu derived 7 mo-

ment invariants using geometric moments, which are invariant under translation, simili-

tude, and orthogonal transformation which encompasses rotation and reflection. These

invariants are listed in the following equations 5 - 11 :

I1 = µ20 + µ02 (5)

I2 = (µ20 + µ02)
2 + 4µ2

11 (6)

I3 = (µ30 − 3µ12)
2 + (3µ21 − µ03)

2 (7)

I4 = (µ30 + µ12)
2 + (µ21 + µ03)

2 (8)

I5 = (µ30 − 3µ12)(µ30 + µ12[(µ30 + µ12)
2

−3(µ21 + µ03)
2] + (3µ21 − µ03)(µ21

+µ03[3(µ30 + µ12)
2 − (µ21 + µ03)

2] (9)

I6 = (µ20 + µ02)[(µ30 + µ12)
2 − (µ21 + µ03)

2]

+4mu11(µ30 + µ12)
2(3µ21 + µ03) (10)

I7 = (3µ21 − µ03)(µ30 − 3µ12)[(µ30 + µ12)
2 − 3(µ21 + µ03)

2]

−(µ30 − 3µ12)(µ21 + µ03)[3(µ30 + µ12)
2 − (µ21 + µ03)

2] (11)

Although, these 7 invariants are not complete, they still can be used for classification

purposes. In Hu’s application of moment invariants to recognize alphabetic characters

it was enough to just use the first 2 invariants I1 and I2 to get separation of all 26
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characters. This shows that it is not necessary to use all the moments of a moment set

to classify an object to a particular cluster. In fact as my results have shown adding

too many moments can actually result in a loss of separation due to the fact that high

order moments capture a lot of noise and are imprecise. To account for this a method for

finding such a set is developed in [1], based on the amount that each moment contributes

to the image reconstruction. Another drawback of Hu’s invariants is that they have to

be derived by hand, where as orthogonal invariants using ZM’s can be computed up

to arbitrary orders. However, geometric moments are still useful for our purposes in

achieving translation and scale invariance.

3 Zernike Moments

ZP’s were originally used by Fritz Zernike to describe optical aberrations in the 1930s.

Nowadays, they have been adapted for image processing in shape recognition schemes.

The orthogonal properties of ZM’s suits them better for such applications because unlike

geometric moments their invariants can be calculated independently to arbitrary high

orders without having to recalculate low order invariants. These orthogonal properties

also allow one to evaluate up to what order to calculate these moments to get a good

descriptor for a given database.

Teague was the first to acknowledge that an orthogonal basis function set was the

solution to the fact that the basis function of geometric moments, xpyq, makes them hard

to use for image processing applications because of their information redudancy[ [6]]. He

therefore proposed to use an orthogonal basis function, namely ZP’s, since they also have

convenient rotation invariance properties discussed in the following section. First, lets

define the ZP’s as Vnm where:

Vnm(ρ, θ) = Rn,mexp(jmθ) (12)
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The polynomial is split into two parts the real part Rn,m, and the complex part

exp(jmθ). In this equation n is a positive integer, m is an integer such that|m| <= n,

and (n− |m|)/2 = 0. Furthermore, the radial polynomial Rn,m is defined as:

Rn,m(ρ) =

(n−|m|)/2∑
s=0

(−1)s.
(n− s)!

s!(n+|m|
2
− s)!(n−|m|

2
− s)!

ρn−2s (13)

The following Figure 1 is a pyramid of ZP’s of up to the fourth order. One can see

that these polynomials are defined on the unit disk, and with the increase of each order

occurs the increase in frequency.

Figure 1: The first 4 orders of Zernike Polynomials [8].

To see that we only need to compute positive ZM’s it should be made clear that

Rn,−m(ρ) = Rn,m(ρ) because we always take the absolute value of m in equation 13. Also

as mentioned previously the ZP’s are an orthogonal set meaning that their inner product

between two polynomials of this set is equal to 0 unless multiplied by themselves. So for

a polynomial p(x) of degree k which we write as:

p(x) = d0p0(x) + d1p1(x) + ...+ dkpk(x) (14)
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when the inner product is taken with respect to pi we get:

〈p, pi〉 = d0〈p0, pi〉+ d1〈p1, pi〉+ ...+ dk〈pk, pi〉

= 0 + 0 + ...+ di〈pi, pi〉+ 0 + 0 (15)

since 〈pi, pj〉 = 0 for all i 6= j. We can then get that answer for di in terms of p, and pi.

di =
〈p, pi〉
〈pi, pi〉

(16)

For ZP’s this orthogonal behavior is expressed as follow:

∫ ∫
x2+y2≤1

[Vnm(x, y)]∗Vp,q(x, y)dxdy =
π

n+ 1
δnpδmq (17)

where δab is the Kronecker delta that is 1 when a = b and 0 otherwise. Given these

definitions we can finally define ZM’s, Anm, to be:

Anm =
n+ 1

π

∑
x

∑
y

f(x, y)V ∗nm(ρ, θ) (18)

for x2 + y2 ≤ 1, and n is the order of ZM’s.

As will be presented in the section 5 it is the fact that ZM’s are orthogonal that they

will be made easy to use for reconstructions. However, the fact that they are orthogonal

are not their most important features. Any orthogonal polynomial could be used as

a basis function from which easy reconstructions could be made. What makes ZM’s

valuable for the task of image classification is that they are rotationally invariant.

4 Rotational Invariance

Rotational invariance is achieved by computing the magnitudes of the ZMs. The rotation

of an image is easily expressed in polar coordinates since it is a simple change of angle.
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Thus, f ′(ρ, θ) = f(ρ, θ − α) defines the relationship between the rotated image and the

original. Since ZP’s are defined only on the unit circle, it is easier to compute ZM’s in

polar coordinates:

Anm =

[
(n+ 1)

π

] ∫ 2π

0

∫ 1

0

f(ρ, θ)Rnm(ρ)exp(−jmθ)ρdρdθ (19)

therefore if we plug in the rotated image into our formula we get

A′nm =

[
(n+ 1)

π

] ∫ 2π

0

∫ 1

0

f(ρ, θ − α)Rnm(ρ)exp(−jmθ)ρdρdθ

by a change of variables θ1 = θ − α we see that

A′nm =

[
(n+ 1)

π

] ∫ 2π

0

∫ 1

0

f(ρ, θ1)Rnm(ρ)exp(−jm(θ1 + α))ρdρdθ

=

[[
(n+ 1)

π

] ∫ 2π

0

∫ 1

0

f(ρ, θ1)Rnm(ρ)exp(−jm(θ1)ρdρdθ

]
· exp(−jm(α))

= Anmexp(−jm(α))

When we take the magnitude of the rotated image we get

|A′nm| = |Anmexp(−jm(α))|

= |Anm(cos(mα)− j sin(mα)|

= |Anm| (20)

As mentioned previously we since An,−m = A∗nm, and therefore |Anm| = |An,−m| one

only needs to concentrate on moments with m ≥ 0 when classifying shapes that are not

aligned.
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5 Reconstruction

The orthogonal properties of the ZM’s basis function ZP’s make reconstructions with

ZM’s very simple. To show this let us take a step back and look at the polynomial of

degree k: p(x) =
∑
dipi. If we take this polynomial to approximate the function f(x)

we can measure its least square error by the the following

ε = 〈f(x)− p(x), f(x)− p(x)〉

=

∫
(f(x)− p(x))2dx

= 〈f, f〉 − 2
∑

di〈f, pi〉+
∑

d2i 〈pi, pi〉 (21)

To find the polynomial p(x) that most closely resembles the function f(x) is an opti-

mization problem, where we optimize on the coefficients d0, ..., dk by taking the derivative

of ε with respect to di setting it equal to 0:

∂ε

∂di
= −2〈f, pi〉+ 2di〈p, pi〉 = 0 (22)

so,

di =
〈f, pi〉
〈pi, pi〉

(23)

Image reconstruction with ZM’s is similar to the method just described.To compute

our reconstruction multiply every moment by its basis function and then sum the products

together, as shown in the following where f̂(x, y) is the reconstruction of the original

image f(x, y):

f̂(x, y) =
nmax∑
n=0

∑
m

AnmVnm(ρ, θ) (24)

9



Once again n is a positive integer, m is an integer such that |m| <= n, and (n −

|m|)/2 = 0, and nmax is the maximum value of n (maximum order).

Figure 2: Incremental reconstructions of the first leaf of type 1 from Figure 3. From left
to right, top to bottom the order of moments used in the reconstruction is increased by
increments of 5.

Knowing how to reconstruct using ZM’s, a method for finding nmax can be developed,

using a distance, commonly used in error detecting called the Hamming distance. The

Hamming distance simply measures how many 1 bit transformations it would take to

transform one bit string into another. For example, the Hamming distance between 0001

and 0000 would be 1 because to get the first bit string from the second you would have

to negate the least significant bit. Applying the technique on our reconstructions we

can measure the distance between the original image and the reconstruction, therefore

getting a value for how close the reconstruction is to the original. This technique was

developed by [1], and was also used to distribute weights amongst the moments based on

how much the moment contributed to the reconstruction.

To elaborate on the technique used for computing nmax an experimental procedure

will be given.First, normalized all our images to have the same area 1450 pixels, we

want to compute moments up to an order where there was only a 1% difference between

the reconstruction and the original. Since, 1 % of 1450 is 145 we say that we can
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stop calculating moments when the Hamming distance is less than 145 or if f̂i is the

reconstruction using moments up to the order i then H(f̂i, f) ≤ 145.

The second use for Hamming distances is to make a weight function to apply to

a feature vector of moments. In an unsupervised classification problem such a weight

function can improve results because more weight will be given to the more important

contributors. The weight for a particular moment can be derived by computing the

individual contribution of that moment compared to the contributions of other moments.

The contribution C(i) can be computed by:

C(i) = H(f̂i−1, f)−H(f̂i, f) (25)

A weight wi for moments of order i are then computed using:

wi =
C(i)

Dnmax
(26)

whereD(nmax) is the sum of all the non-negative C(i):

D(nmax) =
nmax∑

j=0,C(j)≥0

C(j) (27)

6 Experimentation

To use of ZM’s in a classification type problem one has to first make normalizations to

their data sets. In this experimentation we used a leaf database of 62 images of 19 different

leaf types which were reduced to a 128 by 128 pixel image from 2592 by 1728 pixel image

then, each image was thresholded and binarized, the result is depicted in Figure 3. Then

using geometric moments the images were made to be scale and translational invariant.

Under these conditions, ZM’s were computed for all the images. Feature vectors were

made from these moments for each image and then clustered using hierarchical clustering.
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The clustering results were evaluated using a product of the cue validity and category

validity techniques. This gives a number between 0 and 1 of how close the clusters were

formed in comparison to the actual clusters.

Figure 3: The database of 62 leafs of 19 different leaf types. The sizes of each set of 19 leaf
types depicted are listed with respect to the order they appear in the image starting from
top left corner and moving left-right, top-down fashion 4,3,2,3,4,3,3,3,4,3,4,4,3,4,3,3,3,3,3.

Cue validity is a measure of how valid is the clustering with respect to the cue or

object type. Category validity is the measure of how valid is the clustering with respect

to other inter-cluster objects. So, if there are if there are n types of objects and m

categories we make the following declarations. Let i index the type of objects and j the

categories. N i
j is the number of objects of type i in category j, Mi is total number of

objects of type i, Kj is the total number of objects in category. Using these declarations

we can define the cue validity to be:

Ui = max
j

(
N i
j

Mi

) (28)
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and category validity to be:

Ti = max
j

(
N i
j

Kj

) (29)

In our evaluation technique we take a product of these two values, a method developed

by Yu [5] to give us our clustering accuracy namely:

Qi = Ui · Ti (30)

For my experiments I tried fit a variety of weight functions to the ZM feature vectors

to achieve optimal clustering results Figure 4. I wanted to find out what types of functions

are best at capturing the level of precision with which ZM’s are calculated as well the

amount of valuable information a particular moment has. It has been shown that high

order ZM’s are not useful for clustering purposes because they capture too much noise [1],

therefore one can just apply a weight function in order to reduce how much input these

high order values have on the clustering. The functions that were used in this analysis

were the following. First the nomial functions depicted in Equation 31 were applied.

Where the weight of a moment was taken to be:

wi =
1

nc
(31)

where c is an arbitrary constant and n is the order of the moment. Second, the exponential

functions defined in Equation 32 were used:

wi =
1

cn
(32)

where similarly c is an arbitrary constant and n is the order of the moment. Next, I used

the Hamming distance weight function proposed by [1], and presented above in Equation
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26. Here the weight function was the following:

wi =
C(i)

Dnmax
(33)

where C(i) was the contribution of moment i in the reconstruction and D was the sum

of all the positive contributions. Of course, for a particular database it is not necessary

to compute the weights for every image. In particular, one can just take a sample of

the database and average our the weights of several images therefore making universal

weight to use on all images when clustering. Another technique was using the amount

of moments in an order to be the weight of that order. The reasoning behind this was

so that all orders of ZM’s had equal contribution to the classification. The amount of

positive ZM’s, an, of a particular order can be calculated by the following equation:

an =

 (n
2

+ 1)2 if n is even

(n+1)(n+3)
4

otherwise
(34)

Therefore, if the ith moment is n, then wi would be the following:

wi =
1

an
(35)

The 4 weight functions that we have constructed then look like the following:

We see that these weight functions generally all take the same shape. Their purpose

is to put weight on the low order moments and remove the high order moments without

completely eliminating them. In our actual experimentation we looked at all the constants

for the nomial and exponential functions on the interval from 1 to 2 by increments of

.1. This was done because constants greater than 2 put no weight on the high order

moments, but on said interval the performance of the functions was uncertain. In a real

application of these weight functions they could be cut at any moment since a method was

already given previously on how to find out up to what order to compute ZM’s in order
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(a) Weight: 1
1.1ord

(b) Weight: 1
1.2ord

(c) Weight: 1
ord1.1

(d) Weight: 1
ord1.2 (e) Weight: 1

OA (f) Weight: HD

Figure 4: (a,b) are the exponential weight functions. (c,d) are the nomial weight func-
tions. (e) is the amount in order function. (f) is the Hamming Distance weight function

to achieve perfect classification, using Hamming distances. However, if a reconstructed

image using moments of up to order n gives a small Hamming distance with respect to

the original it does not necessarily mean that order n is the cut off one should use for

classification purposes. Although in general these methods are accurate, one would only

have to compute several orders higher to achieve optimal classification. As one can see in

Figure 4f the Hamming distance function decays very quickly, and therefore computing

further moments will not guarantee much better results.

Given these definitions we now present our experimental data:
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(a) No weight function (b) Weight Function: 1
1.1ord

(c) Weight Function: 1
1.3ord

(d) Weight Function: 1
2ord

Figure 5: Zernike Moment Results Using Cue and Category Validity
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(e) Weight Function: 1
ord1 (f) Weight Function: 1

ord1.1

(g) Weight Function: 1

order amount
(h) Weight Function: Hamming Distance

Figure 5: (cont.) Zernike Moment Results Using Cue and Category Validity
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Line Color: Black Blue Green Light Blue Red Purple Yellow Black-
Amount of Clusters : 3 4 5 6 7 8 9 10

Table 1: Legend for Figure 5

These graphs in Figure 5 are the clustering results from using hierarchical clustering

to categorize the images and cue and category validity. The results that are depicted

were collected by taking the first n-types of leaves, and creating n clusters out of their

respective ZM feature vectors. Then a weight function was applied to the data as de-

scribed above in this section. The constants used for the first 2 types of weight function

namely the nomial and exponential were picked to be on the interval between 1 and 2,

and were incremented by .1. Clustering was conducted initially using 3 leaf types, and

then incrementally increasing the amount of leaf types until we reached 10 leaf types.

The results of this are the 8 lines that are depicted on the graph. This was done because

after the 8 clusters the performance of the clustering algorithm became worse. One can

already observe that the performance of our method even with 8 clusters is significantly

worse than when a lower number of leaf types is selected.

7 Results

My results somewhat contradicted my original intuition about ZM’s but nevertheless

proved that ZM’s could be used as a viable shape descriptor. Originally, it was believed

that computing higher order ZMs would give more accurate clustering results, since with

each additional moment more information about the shapes was captured. We thought

that we could get a really good descriptor by having good code which could compute large

orders of ZM’s fast. However, what my results seem to show is that this isn’t necessarily

the case. The ideal number of moments to use in a clustering problem depends on the

data at hand and for shapes, nearly all the information is found in the boundary. For

our dataset, we found that by utilizing a high number of moments becomes redundant
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and possibly detracts from the classification after a certain point due to noise. This is

because, high order ZP’s are computed by taking really high powers so they are more

sensitive to noise. As shown in Figure 5 it is evident that for our dataset ZM’s seem

to reach an optimal accuracy at around the order 15 and afterwards seems to drop and

almost flatten out at a certain limit. At least this is true for the unweighted clustering.

One can see that in some cases when a weight function is applied the clustering results

reach a peak and then flatten out without ever increasing no matter how many orders

are added. This occurs because the tail of the weight function is so skinny that the high

order ZM’s contribute no weight at all. This is clearly true for the Hamming distance

weight function, but also for the nomial and exponential functions when the constant

is too high as seen in Figure 5d. In most of the test cases the nomial and exponential

functions only worsen the results, but in the cases depicted by Figure 5c, and Figure 5e

we see an improvement. In Figure 5c we notice an improvement in the classification using

low order moments, but such an improvement is irrelevant since the unweighted ZM’s

still perform better at around order 15. The improvement that we observe in Figure 5e

is more relevant. In the original we see 2 peaks at orders 12 and 14, besides which we

see a drop in the clustering accuracy using up to order 13. This shows that there is very

bad separation at the 13th moments, which could create problems if we had a leaf type

that was strongly characterized by the 13th order moment. The weight function used for

Figure 5e gives accurate results for orders 13 - 15, which means that it does not matter

whether we make our cut off at 13, 14, or 15 orders the classification accuracy will still

be the same. This is important because the cutoff that we choose is arbitrary. We stated

earlier that we pick our cut off when the Hamming distance of the reconstruction with the

original are less than a certain threshold, but that threshold was chosen arbitrarily.The

wider the range of orders that give accurate results during classification, the less chance

one has of making an error when picking the threshold for the Hamming distance. The

so called ”order amount” function depicted in Figure 5g gave the best results compared
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to the unweighed ZM’s. It gave a 100% clustering accuracy at order 12, the lowest order

at which the unweighed ZM’s could classify results well, but also has a wider range of

orders that gave good clustering results.

8 Future Research

There are still some weight functions that I have good reason to believe will perform

better than the ones presented here. One in particular would take into account the loss

of precision in the computation of high order ZM’s. To do this one would have to create

some noise in the image and then by comparing the variance of moments computed on the

original image in its noisy counterparts one should be able to compute the precision with

which these moments are computed. The weight function would be formed by taking the

inverses of these variances and taking the product with their respective moments. This

would only be done on the training set of leaf types, and then the learned weights could

be applied to the rest of the database.

Other branches of investigation include machine learning the weights to apply to the

ZM feature vectors, similar to the technique described above. Also, different clustering

algorithms are a topic of interest since currently the ZM feature vectors don’t have enough

separation in order to perform well under hierarchical clustering. Since, hierarchical

clustering breaks down when trying to cluster 8 images, despite the fact that it achieves

100 % accuracy there is reason to believe that the problem could lie within the clustering

algorithm and not ZM themselves. Also, it would be interesting to see how ZM would

perform under supervised classification.

There are other questions that need to be addressed as well. It is possible that for

the problem of clustering leaf types it might not be necessary for the images to be scale

invariant. Some, leaves from completely different species could have surprisingly similar

leaf shapes, but are different in scale and therefore distinguishable by the human eye.
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However, the counter argument is that immature leaves can be classified as a different

specie if images are not scale invariant despite the fact that they have the same shape as

the mature leaves.

Finally, to truly know how well ZM perform it would be necessary to run them against

other shape descriptors. ZM could actually be very good descriptors based on the fact

that our experiments were conducted on a very small data set, and the fact that they

achieved 100 % classification accuracy for 7 leaf types under such conditions could be

very good results. Other descriptors might not be able to get the same separation under

such conditions, which means that ZM’s could be ideal for applications where little data

is provided. On the other hand other descriptors could do a very good job under the

same conditions so it is necessary to conduct more experiments nevertheless.
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